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Non-technical summary 
 

The vast majority of the existing research on the individual-level determinants of health care 
demand, and consequent costs, focuses on the role of age, morbidity and time-to-death. However, 
there is an unresolved debate over whether the effect of ageing on health care utilisation and 
expenditure may be overestimated.  

An important recent development in the large-scale social surveys is the integration of epigenetic 
biological age measures ― these are markers of the fundamental underlying mechanisms of healthy 
ageing. Unlike chronological age, which universally progresses at the same rate, individuals can 
experience a higher or lower biological age than their chronological age. 

In this study we explore the role of epigenetic biological age in predicting subsequent health care 
utilisation. We use longitudinal data from the UK Understanding Society panel, capitalizing on 
the availability of baseline epigenetic biological age measures along with data on general 
practitioner (GP) consultations, outpatient (OP) visits, and hospital inpatient (IP) care collected 5-
12 years from baseline. 

Using (supervised) machine learning techniques, in particular the least absolute shrinkage and 
selection operator (LASSO) regression analyses, and accounting for participants’ pre-existing 
health conditions, baseline biological underlying health, and socio-economic predictors we find that 
biological age predicts future GP consultations and IP care; on the other hand, chronological rather 
than biological age matters for future OP visits. Further analysis suggest that biological ageing 
has a stronger role in the models predicting future IP care as opposed to “gatekeeping” GP 
consultations 
 
Our findings on the predictive role of biological ageing over and above underlying baseline health 
may be useful for tailored preventive interventions. Effective targeting of those with accelerated 
biological ageing could identify better the population groups with the highest potential of future 
healthcare needs and costs. Recent technical developments have expanded the options for 
obtaining epigenetic biological ageing measures with dried blood spots collected on filter paper, 
providing an accurate, low-cost and easy implemented alterative to the conventional venipuncture 
procedure. Given these technical improvements our results may contribute to considerations of the 
cost-effectiveness of screening programs based on biological ageing. Moreover, our findings on the 
independent predictive role of biological as opposed to chronological age may be relevant to the 
design of capitation-based payments that are used to allocate GP budgets in a number of countries. 
Developing capitation payments that more closely approximate the expected future health care 
utilisation in primary care, by including patient-level data on their underlying health as well as 
biological ageing, may reduce incentives for providers to engage in “cream-skimming”. 
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Abstract 
We explore the role of epigenetic biological age in predicting subsequent health 
care utilisation. We use longitudinal data from the UK Understanding Society 
panel, capitalizing on the availability of baseline epigenetic biological age 
measures along with data on general practitioner (GP) consultations, outpatient 
(OP) visits, and hospital inpatient (IP) care collected 5-12 years from baseline. 
Using least absolute shrinkage and selection operator (LASSO) regression 
analyses and accounting for participants’ pre-existing health conditions, baseline 
biological underlying health, and socio-economic predictors we find that biological 
age predicts future GP consultations and IP care, while chronological rather than 
biological age matters for future OP visits. Post-selection prediction analysis and 
Shapley-Shorrocks decompositions, comparing our preferred prediction models to 
models that replace biological age with chronological age, suggest that biological 
ageing has a stronger role in the models predicting future IP care as opposed to 
“gatekeeping” GP consultations. 
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1. Introduction  
 
 
Much of the existing research on the individual-level determinants of health care 
demand, and consequent costs, focuses on the role of age, morbidity and time-to-
death (e.g., Brilleman et al., 2014; Carreras et al., 2018; Costa-Font et al., 2020; 
De Meijer et al., 2011; Howdon and Rice, 2018; Zweifel et al., 1999). Given that the 
proportion of those aged 65 and over is projected to continue increasing across 
OECD countries (OECD, 2021), a better understanding of the role of ageing as a 
predictor of health care utilisation is of particular importance. However, there is 
an unresolved debate over whether the effect of ageing on health care utilisation 
and expenditure may be overestimated. In particular, according to the “red 
herring” hypothesis, proximity to death rather than chronological age is a driver 
of healthcare expenditure (Zweifel et al., 1999). Potential omitted variables biases, 
that result from partially adjusted or unadjusted associations between morbidity 
and an individual's chronological age, may be a source of the over-estimation of the 
role of ageing on health care utilisation and expenditure (Costa-Font et al., 2020). 
For these reasons, relying on simple projections based on chronological age does 
not necessarily provide an accurate picture of future health care utilisation and 
expenditure (Davillas and Pudney, 2020a,b). 
 
Many of the existing studies explore the associations between morbidity profiles 
and health care utilisation and costs either during short time horizons or focusing 
solely on patients who used health care during a limited time interval, or on those 
individuals registered with specific health insurers rather than the general 
population (Brilleman et al., 2014; Carreras et al., 2018; Howdon and Rice, 2018; 
Zweifel et al., 1999). Davillas and Pudney (2020a,b) explore the role of biomarkers 
as predictors of future disability, healthcare demand and the subsequent costs. 
They use biomarkers separately or as a composite measure (allostatic load), to 
proxy underlying health, with data from Understanding Society – the UK 
Household Longitudinal Study (UKHLS).  
 
An important development in research based on large-scale social surveys, such as 
the UKHLS (Bao et al., 2022) and the Health and Retirement Study in the U.S.A. 
(Crimmins et al., 2020), is the integration of epigenetic biological age measures ― 
these are markers of the fundamental underlying mechanisms of healthy ageing 
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(Horvath and Raj, 2018). Unlike chronological age, which universally progresses 
at the same rate, individuals can experience a higher or lower biological age than 
their chronological age. Epigenetic biological age is a strong predictor of all‐cause 
mortality above and beyond chronological age, even after adjusting for traditional 
risk factors, such as unhealthy lifestyle and morbidity profile (e.g., Chen et al., 
2016). 
 
Our study explores the role of epigenetic biological ageing in predicting subsequent 
health care utilisation over a period of 5-12 years after the baseline; UKHLS 
follows up the respondents from baseline to 5-12 years later on, collecting data on 
general practitioner (GP) consultations, outpatient/day-patient (OP) visits, and 
hospital inpatient (IP) care. We assess whether biological age plays a role over and 
above underlying physical health status at baseline (proxied by a composite 
biomarker index – allostatic load), pre-existing health conditions diagnosed before 
baseline, chronological age, and a set of baseline socio-economic and demographic 
characteristics (income, education, etc.). We use longitudinal data from the 
UKHLS, capitalizing on the recent release of epigenetic biological age measures 
(Bao et al., 2022; Benzeval et al., 2023). These are based on DNA extracted from 
blood samples collected at nurse visits as part of Waves 2 and 3 of UKHLS (our 
baseline). Demographic and socioeconomic characteristics of the respondents, 
along with a detailed set of nurse-collected and blood-based biomarkers, are also 
available at baseline. The dataset collects predetermined initial health conditions 
as self-reports prior to baseline.  
 
Given that proximity to death, which has been highlighted as a key predictor of 
health care utilisation and expenditure (e.g., Carreras et al., 2018; Costa-Font et 
al., 2020; Howdon and Rice, 2018), is unobserved prior to death, it is of limited 
practical use for projecting individual health care utilisation for the needs of health 
policy. However, building on Grossman’s seminal work on demand for health 
demand (Grossman, 1972), biological ageing can be considered as a more proximal 
measure of cumulative adverse health exposures, depreciation over time and 
investments. Unlike proxies of people’s health, including clinical biomarkers, that 
are not sufficiently representative of the underlying ageing mechanisms, 
epigenetic biological ageing is particularly relevant for researching healthy ageing 
(Horvath and Raj, 2018). Epigenetic biological ageing reflects the interaction 
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between genes and the environment, through reversible mechanisms that regulate 
the function of the genome as a response to environmental exposures and, thus, 
modulate the ageing process (Bafei and Shen, 2023; Horvath and Raj, 2018). For 
example, Dalgaard and Strulik (2014) develop an economic model of ageing in 
which age of death is determined by optimal health investments and is relevant to 
biological ageing ― chronological ageing and mortality are inevitable but 
individuals can slow down biological ageing by investing in their health. Our 
analysis provides econometric evidence on the predictive role of biological age, as 
opposed to chronological age, on future health care utilisation.  
 
The fact that our predictive analysis for future health care utilisation allows us to 
account for both predetermined health conditions as well as current underlying 
health at baseline (using bio-measures) responds to concerns about the 
confounding role of morbidity in the existing literature of the association between 
ageing and health care utilisation or expenditure (Costa-Font et al., 2020; de 
Meijer et al., 2011). Moreover, most of the relevant studies (e.g., Brilleman et al., 
2014; Carreras et al., 2018; Howdon and Rice, 2018; Zweifel et al., 1999) do not 
identify pre-symptomatic or pre-diagnosed individuals who are at elevated risk of 
future health care utilisation. However, forward-looking policies to improve the 
efficiency of the healthcare system through control and better allocation of 
healthcare services require information from the general population. Using 
UKHLS allows us to account for demographic and socioeconomic confounding 
effects that are often limited in the health care system records, as well as having 
coverage of individuals with latent health conditions that have not reached clinical 
endpoints (such as diagnosis). Unlike clinical endpoints, biological ageing 
measures may better capture “pre-clinical ageing” (Levine et al., 2018) and, thus, 
they may provide information on those at risk for elevated future health care 
utilisation. Our study extends and contributes to the literature on the predictors 
of health care utilisation for the general population, including “apparently 
healthy” individuals who have not reached the stage of diagnosis (e.g., Davillas 
and Pudney, 2020a,b). We provide novel evidence on the predictive role of 
epigenetic biological age over and above the role of well-established predictors of 
health care demand. Enhancing our understanding of the risk factors for future 
health care utilisation may help us to better characterize the profile of those who 
are likely to experience higher demand for health care services. Predictive analysis 



 
 

 
 

4 

of the health care resource utilisation is instrumental for better allocation and 
management of medical resources (Cui et al., 2018).  
 
We use least absolute shrinkage and selection operator (LASSO) regression 
analysis to assess whether the availability of measures of epigenetic biological age 
enhances predictions of future health care utilisation. LASSO is a supervised 
machine learning algorithm that performs variable selection and regularization to 
enhance the accuracy and interpretability of the resulting predictive model of 
future health care utilisation. Specifically, we use separate LASSO predictive 
regressions for GP consultations, OP visits and IP care, observed over a horizon of 
5-12 years from baseline.  
 
We find that pre-existing chronic health conditions and/or current underlying 
health, proxied by allostatic load, contribute to the prediction of GP consultations, 
OP visits and IP care 5-12 years from baseline. However, in these predictive 
models, there are differences in the role of biological as opposed to chronological 
age; biological age matters for the prediction of GP consultations and IP care, while 
chronological rather than biological age predicts OP visits. Post-selection 
prediction analysis for GP and IP care and Shapley-Shorrocks decompositions 
comparing our preferred prediction models to models that replace biological age 
with chronological age, reveal more pronounced differences between biological and 
chronological age in the case of IP care as opposed to GP models. This suggests 
that biological age has a stronger role in the IP care prediction models rather than 
“NHS gatekeeping” GP consultations. 
 
 
2. Data  
 
The UKHLS, known as Understanding Society, is a nationally representative 
longitudinal study, running continuously from the initial wave in 2009–10, with 
each panel member interviewed annually. Its predecessor, the British Household 
Panel Survey (BHPS) was incorporated into the UKHLS from Wave 2. A feature 
of UKHLS is the inclusion of biosocial data, collected at a nurse visit, that provides 
biomeasures, blood-based biomarkers, along with genetic and epigenetic markers 
(Benzeval et al., 2023). Physical health measures and non-fasted blood samples 
were collected at nurse visits, conducted on average five months after the main 
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Wave 2 interview for the UKHLS and similarly after Wave 3 for the BHPS sample. 
Respondents were eligible for nurse visits and collection of blood samples if they 
were aged 16 or over, lived in England, Wales or Scotland, were not pregnant, had 
no clotting or bleeding disorders and no history of fits.1  
 
We follow the pooled UKHLS and BHPS sub-sample (Waves 2 and 3 for the 
UKHLS and BHPS sub-samples, respectively) with non-missing (nurse-collected 
and blood-based) biomarker data and contemporaneous socioeconomic 
characteristics up to Waves 7-13, where subsequent health care utilisation 
measures are collected. A selected set of biomarkers is used to construct allostatic 
load in order to proxy the underlying biological health of respondents at baseline 
(Waves 2/3). Our potential sample is restricted to those for whom the epigenetic 
measure of biological ageing is recorded (3,654 individuals in total) ─ a sub-sample 
of the full pooled wave 2 (UKHLS sample) and wave 3 (BHPS sample) sample that 
is restricted (by survey design) to: a) those for which nurse visits are conducted 
after the corresponding main waves 2/3; b) blood samples are taken; and c) 
epigenetic measure of biological ageing are available2.  This potential sample with 
valid biological ageing data is restricted to 2,443 individuals, after excluding 
missing data on allostatic load and socioeconomic characteristics at baseline3. Our 
working sample is further restricted to follow-up respondents at UKHLS waves 7-
13, where measures of health care utilisation are collected. This results in a 
working sample ranging between 1,339 and 1,632 observations depending on the 
measure of health care utilisation that is used.  
 
To provide evidence on the potential implications of these sample restrictions, 
comparisons of the mean values of our predictors between the full pooled sample 
for Waves 2/3 (pooled UKHLS/Wave 2 and BHPS/Wave 3 sample that is not 
restricted to those selected for nurse visits and blood sample collection; 43,528 
observations), and the maximum estimation sample (1,632 observations) are 
available in Table A.1, in the Appendix. Despite the considerable reduction in the 

 
1 Participants gave informed written consent for their blood to be taken and stored for 
future scientific analysis. Nurse data collection at UKHLS has been approved by the 
National Research Ethics Service (10/H0604/2). 
2 From the sample of those with valid epigenetic measures of biological age (3,654 
individuals in total), 138 individuals (about 3.8% of the epigenetic data) die between 
baseline and all subsequent waves (Waves 4-13). Our analysis is restricted to the survivors. 
3 The availability of epigenetic data in UKHLS is limited to those of white European origin. 
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sample size between the two samples, the mean values of our predictors are similar 
between the two samples. This suggests that the restrictions imposed on our 
estimation sample (valid data on biomarkers and biological age, non-missing 
explanatory covariates as well as successive follow-up of respondents at 
subsequent waves) may have a limited impact on the composition of our estimation 
sample compared to the unrestricted full sample that represents a (two-stage 
stratified) random sample of the general population in Great Britain.4 
 
Health care utilisation  
Retrospective measures of health care utilisation, for the 12 months prior to 
interview, are collected at each UKHLS wave between 7 and 13. UKHLS collects 
data on the numbers of: GP consultations, attendances at a hospital or clinic as an 
out-patient or day patient (OP), and hospital in-patient (IP) days. The number of 
GP consultations and OP visits in the 12 months prior to interview (Waves 7-13) 
are collected into five intervals (0, 1-2, 3-5, 6-10, more than 10). Regarding the IP 
measures (Waves 7-13), respondents reported the number of days spent in a 
hospital or clinic as an inpatient in the same period.  
 
We create measures of cumulative health care utilisation that cover the whole 
period between Waves 7 and 13. Specifically, for each of the GP and OP measures 
(Waves 7-13) we:  
a) recode the reported five categories regarding the number of consultations/visits 
as 0, 1.5, 4, 8 and 10, reflecting the mid point for each reported interval, while 
keeping the first category as zero visits/consultations and top coding the last 
category to 10, and;  
b) sum the resulting measures across waves 7-13 to create one cumulative measure 
for GP consultations and one for OP visits. Figure A.1 in the Appendix shows the 
distribution of these measures. For IP care, we use the IP measures described 
above to create a dichotomous measure that takes the value of one if the 

 
4 As an additional way to evaluate the potential implications of restricting our sample to 
valid epigenetic biological ageing data per se, Table A.2 in the Appendix provides 
comparisons of descriptive statistics between our maximum estimation sample and a 
comparison sample on which we have imposed the same restrictions as our estimation 
sample without conditioning on having valid biological age data. Very little difference is 
observed in the mean values between the two samples; this suggests that conditioning on 
valid epigenetic biological ageing per se (over and above the restrictions of valid data on 
biomarker data, non-missing explanatory covariates as well as successive follow-ups of 
respondents at subsequent waves) may have limited impact. 
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respondent experienced any IP days over the whole period between Waves 7-13, 
and zero otherwise.  
 
Over and above these cumulative measures of health care utilisation, we also use 
measures that capture the longest time horizon from baseline; these measures are 
based on health care utilisation data from UKHLS Wave 13. Specifically, we create 
separate dichotomous variables on whether respondents had any GP consultation, 
OP visits or IP days at Wave 13. Summary statistics for all health care utilisation 
outcomes are shown in Table 1.  
 
Biological and chronological age  
DNA methylation-based measures, often called “epigenetic age” or DNA 
methylation age (“DNAmAge”), have been shown to be robust biomarkers of 
biological ageing (Jylhävä et al., 2017; Horvath and Raj, 2018). Methylation is a 
mechanism that drives human ageing and varies across people of the same 
chronological age (Fransquet et al., 2019). Using algorithm-derived weighted 
averages of methylation levels at different regions in the DNA sequence, so-called 
“epigenetic clocks” produce estimates of biological age.  
 
Although chronological and biological age are correlated, chronological age 
measures the time since birth while biological age reflects the epigenetic 
interaction of genes and environment, with DNA methylation influencing the 
decline in viability of bodily organs over time (Bafei and Shen, 2023). Whereas 
chronological age increases at the same rate for everyone, biological age does not, 
with some people experiencing a higher or lower biological age than their 
chronological age. It has been shown that those of higher biological age, compared 
to chronological age or after adjusting for chronological age, may experience higher 
mortality and morbidity risks, functional limitations, and cognitive dysfunction 
(Chen et al., 2016; Faul et al., 2023; Li et al., 2022). Unlike many clinical 
biomarkers, that are not sufficiently representative of the fundamental underlying 
mechanisms of ageing, markers for biological ageing are particularly relevant for 
researching healthy ageing (Horvath and Raj, 2018).5  

 
5 For example, McCrory et al. (2020) argue that epigenetic biological age measures that are 
independent of chronological age (i.e., biological age measures from which chronological 
age is subtracted from them to create measures of epigenetic age acceleration) are either 
non-systematically or only weakly (correlation coefficient of 0.21) correlated with allostatic 



 
 

 
 

8 

 
Recent UKHLS data releases provide epigenetic clocks (as individual-level derived 
variables) based on DNA methylation profiles that are extracted from blood 
samples collected at nurse visits as part of Waves 2 and 3. This methylation 
analysis is done for a sub-sample of those from whom blood data are collected and 
who consent to genetic analysis of their blood data (Bao et al., 2022). As we are 
interested in capturing biological age, in addition to chronological age, we use the 
epigenetic biomarker of ageing proposed by Levine et al. (2018), often called DNAm 
“PhenoAge” (Wang et al., 2023). As one of the leading second-generation epigenetic 
measures, DNAm “PhenoAge” has been developed to predict risks for all-cause 
mortality and can capture the process of ageing beyond chronological age, 
functioning as a marker of biological ageing (Zavala et al., 2024). PhenoAge 
captures risk across multiple tissues and outperforms alternative biological ageing 
proxies, strongly predicting a variety of ageing outcomes such as all-cause 
mortality, cancers, and physical functioning (Levine et al., 2018).  
 
Apart from “PhenoAge”, UKHLS provides first-generation epigenetic measures, 
such as the “Horvath” (Horvath, 2013) and the “Hannum” (Hannum et al., 2013), 
the “Lin” (Lin et al., 2016) second generation measure as well as for the 
“DunedinPACE” epigenetic measure, which reflects the ‘rate’ of biological ageing 
rather than the level per se (Wang et al., 2023; Benzeval et al., 2023). As a 
sensitivity analysis, regarding the selection of the biological ageing measure, we 
employ LASSO models that account for all biological ageing measures described 
above (“Horvath”, “Hannum”, “Lin”, “DunedinPACE” and “PhenoAge”). This 
allows LASSO to select the biological ageing measure(s) to be used as predictors of 
future health care utilisation measures. The relevant results (described in the 
sensitivity analysis of our study below) confirm our choice of “PhenoAge” as the 
main measure of epigenetic biological age; this is broadly in line with existing 
literature that has shown that “PhenoAge” outperforms the “Lin” biological age 
measure and the first-generation measures (“Horvath” and “Hannum”) (e.g., 
Levine et al., 2018).  
 

 
load ─ a composite measure of clinical biomarkers (which is described in the sub-section 
below and is used as a predictor to account for respondents’ baseline health in our 
prediction models).   
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We also account for chronological age among the potential predictors of health care 
utilisation. Chronological age is a derived variable in the dataset; it is calculated 
in completed years from date of birth up to the nurse visits date, when the blood 
sample data are collected. Mean values for biological and chronological age are 
shown in Table 1: the mean chronological age is 52.5 years, while the mean of 
PhenoAge is considerably lower (44.3 years) suggesting that – on average – for the 
respondents in our sample their body is ageing more slowly than is considered 
normal for their chronological age.  
 
Allostatic load  
Allostatic load is a composite measure of a set of nurse-collected and blood-based 
biomarkers, which gives an assessment of a respondent’s physiological condition. 
Allostatic load is elevated when a person’s biological systems are affected by 
repeated physical and psycho-social stressors (Howard and Sparks, 2016; Seeman 
et al., 2004), and it is associated with increased morbidity and all-cause mortality 
risks (Parker et al., 2022).  
 
We use allostatic load at baseline (Waves 2 and 3 for the UKHLS and BHPS data, 
respectively) to proxy respondents’ physiological health status. Given that 
allostatic load captures chronic physiological dysregulation, relevant to chronic 
morbidity, its predictive role relates more to health care demand due to these 
chronic conditions, rather than transient infections and/or accidental injury 
(Davillas and Pudney, 2020a). 
 
Following Davillas and Pudney (2020a), our allostatic load index combines 
markers for adiposity, blood pressure, heart rate, lung function, inflammation, 
blood sugar levels, cholesterol levels, liver function and a steroid hormone collected 
at nurse visits following Waves 2/3 for the UKHLS and BHPS samples. 
Specifically, the waist-to-height ratio is used to measure adiposity, while the 
resting heart rate, systolic blood pressure and high-density lipoprotein cholesterol 
(HDL) are used to measure cardiovascular health. Forced vital capacity (FVC), the 
total amount of air forcibly blown out after a full inspiration, is used to measure 
lung function; higher FVC values indicate better lung functioning. C-reactive 
protein, an inflammatory biomarker, and glycated haemoglobin (HbA1c), a sugar 
in the blood biomarker which is a validated diagnostic test for diabetes, are 

https://www.sciencedirect.com/topics/medicine-and-dentistry/steroid-hormone
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included in our composite allostatic load measure. Liver functioning is captured in 
our allostatic load measures using albumin; low albumin levels suggesting 
impaired liver function. A steroid hormone (dihydroepiandrosterone sulphate; 
DHEAS), associated with cardiovascular risk and all-cause mortality through 
psycho-social mechanisms (Ohlsson et al., 2010), is also used. To calculate our 
composite allostatic load measure we convert HDL, FVC, Albumin and DHEAS to 
negative values to reflect ill-health rather than good health, and then transform 
each of the biomarkers into a z-score; these nine z-scores are summed to produce 
the composite measure.  

 
Diagnosed health conditions  
In our prediction models for health care utilisation, we also account for pre-existing 
diagnosed health conditions obtained from self-reports made before the baseline 
biomarker measurements (and biological ageing measures) as part of Waves 2 (for 
the UKHLS sample) and 3 (for the BHPS sample). Specifically, we use a 
dichotomous variable that takes the value of one if the individual reported any 
past diagnosis of a long-lasting health condition (asthma, chronic bronchitis, 
congestive heart failure, coronary heart disease, heart attack or myocardial 
infarction, stroke, cancer or malignancy, diabetes, high blood pressure, arthritis, 
and liver condition) before the baseline biomarker measurements were taken, and 
zero otherwise.  
 
Other predictors 
We include a set of additional predictors in our health care utilisation predictions 
which have been argued to be associated (directly or indirectly) with health 
outcomes (Carrieri and Jones, 2017; Davillas et al., 2019; Davillas and Pudney, 
2020a,b; Van Doorslaer et al., 2004). These variables are collected at baseline as 
part of the main Wave 2 (for the UKHLS sample) and Wave 3 (for the BHPS 
sample). In line with Davillas and Pudney (2020a), we include the following 
demographic and socio-economic variables in our prediction analysis.  
 
We account for sex as a basic demographic variable in our predictive models. 
Moreover, a set of socioeconomic indicators are also used. Household income is the 
sum of the incomes of all household members. Household income is deflated, using 
monthly Retail Price Indexes, to facilitate comparisons over time (given the pooling 
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of Wave 2 and 3 data for baseline measurements and within-wave variation in 
interview dates) and equivalized, using the modified OECD equivalence scale, to 
account for household composition; then, it is log transformed to allow for concavity 
of the health-income association. Educational attainment is captured using a 
dichotomous variable of whether respondents have completed secondary or post-
secondary education as opposed to basic or no qualification. We also account for 
housing tenure (not living in a rented home versus a rented home). A dichotomous 
variable for living in an urban area and a set of dichotomous variables to capture 
the three nations of Great Britain (England, Scotland and Wales) are also included 
as health care systems policy is determined on a national basis (Davillas and 
Pudney, 2020a). Finally, we account for wave dummies to capture time effects as 
pooled data from Wave 2 and 3 are used. Mean values for all control variables are 
presented in Table 1 for the maximum estimation sample.  
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Table 1: Summary statistics for the outcomes and predictors. 
 
 Mean Obs. 

Health care utilisation outcomes   
GP visits (Waves 7-13) 15.590 1,372 
Outpatient visits (Waves 7-13) 10.083 1,373 
Any inpatient day (Waves 7-13)† 0.302 1,339 
Any GP visit (Wave 13)† 0.580 1,630 
Any outpatient visit (Wave 13)† 0.394 1,632 
Any inpatient day (Wave 13)† 0.065 1,626 

Predictors    
Initial diagnosed health condition: none†  0.642 1,632 
Initial diagnosed health condition: present† 0.358 1,632 
Allostatic load -0.491 1,632 
Chronological age  52.489 1,632 
Biological age  44.322 1,632 
Female† 0.563 1,632 
Male† 0.437 1,632 
Log household income 7.382 1,632 
Secondary/above education† 0.830 1,632 
No/basic education† 0.170 1,632 
Non rented home† 0.862 1,632 
Rent home† 0.138 1,632 
England†  0.820 1,632 
Wales† 0.086 1,632 
Scotland† 0.094 1,632 
Rural† 0.290 1,632 
Urban† 0.710 1,632 
Wave 2† 0.618 1,632 
Wave 3† 0.382 1,632 
† Dichotomous variable.  
Note: Mean values for the explanatory variables are calculated for the 
maximum estimation sample size; the exact sample size for each model 
depends on item missingness for the healthcare utilisation variable. 
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3. Methods  

 
Our objective is to assess whether the availability of measures of biological age 
enhances predictions of future health care utilisation relative to chronological age 
and biomarkers (allostatic load), along with other baseline predictors. To do this 
we adopt a model selection approach based on penalized regressions. As the 
emphasis is on selecting a sparse set of predictors, we adopt the standard LASSO 
(least absolute shrinkage and selection operator) estimator. LASSO performs 
variable selection and regularization, enhancing the prediction accuracy of the 
selected model (Tibshirani, 1996; Hastie et al., 2015). Our interest is whether the 
selected models, for making predictions of health care utilisation, include biological 
age instead of or as well as chronological age, allostatic load, initial diagnosed 
chronic conditions and the other predictors. 
 
Assume a linear model to predict future health care utilisation (𝑦𝑖), for each 
individual 𝑖 (𝑖 = 1, 2 … , 𝑁), using the set of potential predictors (𝑥1, 𝑥2, … 𝑥𝑝; 𝑗 =

1, 2, … 𝑝). Given the assumption of sparsity, LASSO minimizes the mean squared 
prediction error subject to the L1 norm constraint on the absolute parameter 
values, which penalizes the complexity of the model. Specifically, the LASSO 

estimator 𝛽�̃� of 𝜷 minimizes:  
 

𝑄𝜆(𝜷) = 1
𝑁

∑ (𝑦𝑖 − 𝑿𝒊
′𝜷)2𝑁

𝑖=1 + 𝜆 ∑ |𝛽𝑗|𝑝
𝑗=1                                     (1) 

 
where, 𝜆 ≥ 0 is a penalty or tuning parameter. The vector 𝑿 includes the potential 
predictors, that are standardized so that the selection of predictors does not depend 
on their measurement scales. Different values of 𝜆 lead to different LASSO 
estimates; the penalty has the effect of forcing some of the coefficient estimates to 
be exactly equal to zero when the 𝜆 parameter is sufficiently large. LASSO 
minimizes the objective function (eq. 1) for a grid of values of  𝜆. The algorithm 
chooses the solution that minimizes the out-of-sample prediction error based on 
10-fold cross validation.6  

 
6 Specifically, k-fold cross-validation randomly divides the data into k partitions/sub-
samples, called folds. For each fold of the data a regression is fitted on the other nine folds, 
using the variables selected by LASSO for the given value of  𝜆, and the mean squared 
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Separate models are estimated to predict each of our measures of health care 
utilisation. In each model we include a set of potential predictors for the algorithm 
to select from: allostatic load, initial diagnosed health condition, biological age, 
chronological age, along with our set of socioeconomic and demographic controls 
(as described in the Data sub-section); we also include interaction terms between 
allostatic load and gender to capture gender differences in the predictive role of 
allostatic load on health risks (e.g., Demirer et al., 2021) as well as polynomials of 
biological and chronological age to capture non-linearities in the association 
between these variables and subsequent health care utilisation. All our continuous 
predictors are transformed into z-scores to have a mean of zero and a standard 
deviation of one.  
 

Finally, we compute post-selection predictions for the number of subsequent GP 
consultations and for the probability of IP care (i.e., for those health care utilisation 
outcomes for which LASSO models select biological age as one of the predictors). 
These post-selection predictions, estimated at different values of biological age 
(with biological age being standardized using z-scores), are based on unpenalized 
OLS estimates for the sub-set of predictors selected by the LASSO algorithm; these 
are unbiased and may have better out of sample performance (Belloni and 
Chernozhukov, 2013; Cameron and Trivedi, 2022). For comparison purposes we 
also estimate the corresponding predictions (at different chronological age values) 
obtained from GP and IP care models on which biological age is replaced with 
chronological age (expressed in z-scores) in the list of predictors (with all remaining 
predictors remained the same). The two sets of predictions are compared 
graphically. Finally, Shapley-Shorrocks decompositions of the R-squared are 
computed and compared for both specifications (with z-scores of the chronological 
or biological age) for GP and IP care (Shorrocks, 2013).  
 
 
  

 
error (MSE) is computed for that fold. These MSEs are averaged to give the CV mean 
prediction error. CV stops when the minimum of the CV function is found, and it sets the 
selected 𝜆𝐶𝑉 to the 𝜆 that gives the minimum. 
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4. Results 
 

4.1 Main results 

In this section, we present results from our base-case prediction model for each of 
the future health care utilisation outcomes, using PhenoAge as our epigenetic 
biological age measure. In sub-section 4.2 we conduct sensitivity analysis for the 
selection of the biological age measure in our analysis, confirming the choice of 
using PhenoAge as our main biological age measure. Figure 1 presents cross-
validation plots for the models predicting future GP, OP and IP care. These graphs 
provide an illustration that, in our prediction models for future health care 
utilisation, cross-validation chooses the model that minimizes the CV mean 
prediction error over the searching grid for the penalty parameter λ. For our 
cumulative GP consultations prediction model, the selected λ (𝜆𝐶𝑉) that gives the 
minimum is 𝜆𝐶𝑉=0.18 (corresponding to a model with nine selected predictors); 
specifically, the CV mean prediction error decreases as the penalty λ decreases 
until 𝜆𝐶𝑉=0.18, after which it increases again reflecting the trade-off between bias 
and precision. In case of the dichotomous outcome for any GP  consultation at wave 
13, Figure 1 (first row, right-hand side graph) shows that 𝜆𝐶𝑉=0.0041 
(corresponding to a model with 9 predictors) is the λ that minimises the CV mean 
prediction error.  
 
Turning to OP visits (Figure 1, second row), the λ that minimizes the CV mean 
prediction error is 𝜆𝐶𝑉=0.082 (corresponding to a model with 13 selected predictors) 
for the case of the cumulative OP visits outcome. For the prediction model of any 
future OP visit for those followed up to the longest time interval from baseline 
(“Any outpatient visit (Wave 13)”), the selected lambda is 𝜆𝐶𝑉=0.01, corresponding 
to a model with six predictors. For the cumulative IP days (“Any inpatient day 
(Waves 7-13”)) the selected parameter lambda is 𝜆𝐶𝑉=0.013, corresponding to a 
model with six selected predictors (Figure 1, third row, left-hand side graph). While 
𝜆𝐶𝑉=0.0081 (corresponding to a model with three predictors) for the probability of 
any IP day when individuals are followed up to the longest time horizon (Figure 1, 
third row, right-hand side graph).  
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 Figure 1: Cross-validation function over the search grid for the penalty parameter lambda: GP, OP and IP care. 
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Tables 2-7 provide a summary of the values of lambda at which predictors are 
selected (knots) and the corresponding CV mean prediction errors for the case of 
our prediction models of future health care utilisation. The lambda parameter that 
minimizes the CV mean prediction error (𝜆𝐶𝑉) is presented in the tables (signposted 
by a star) irrespective of whether it corresponds to a knot (i.e., to a lambda value 
at which predictors are selected); two knots that come after the 𝜆𝐶𝑉 are also 
included in these tables for comparison purposes, confirming that the CV mean 
prediction error increases for lambdas lower than the 𝜆𝐶𝑉.  
 
For GP consultations (Tables 2 and 3), allostatic load, proxying the health status 
of the respondents at baseline, as well as the (absence) of initial health conditions 
are the predictors that are selected in the first knots. Along with the main 
allostatic load predictor, the “Male*Allostatic load” interaction is selected as a 
predictor by LASSO suggesting a differential predictive role of allostatic load by 
sex. Of particular interest, biological rather than chronological age at baseline is 
selected as a predictor for future GP consultations; overall, this highlights the 
predictive power of biological, rather than chronological age, in predicting future 
GP services utilisation after accounting for health conditions and allostatic load, 
along with a set of demographic and socio-economic predictors (which include 
education, house tenure, income, urbanization and regional dummies, selected by 
LASSO depending on the GP outcome).   
 

For OP care (Tables 4 and 5), the underlying health state at baseline, proxied by 
allostatic load, and the (absence) of initial health conditions contribute to the 
prediction of future OP health care utilisation. As for GP consultations, allostatic 
load exerts a different predictive role by sex. Over and above these predictors, 
chronological rather than biological age at baseline matters for subsequent OP 
care 5-12 years later on. Unlike GP consultations, chronological age at baseline 
(and its squared term for the case of the cumulative OP outcome) is selected among 
the first predictors by LASSO in the case of OP visits models, while biological age 
is not selected at knots up to the minimum of the CV mean prediction error. 
Moreover, a wider set of baseline demographic and socioeconomic predictors are 
selected by LASSO in the case of the cumulative OP measure (Table 4) as opposed 
to the predicted probability of any OP visit 12 years later (Table 5).   
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Table 2: CV mean prediction error and selected predictors across knots: GP visits 
(Waves 7-13). 
 

Lambda No. of 
nonzero coef. 

CV mean 
prediction 

error 
Selected predictors 

2.973 1 138.3288 Allostatic load 
2.249 2 134.4224 Initial diagnosed health condition: none 
1.287 3 129.1370 Male 
1.068 4 127.9497 Not rented home 
0.808 5 126.5899 Secondary/above education 

0.557 8 125.6055 
Biological age;  
Male*Allostatic load;  
Wave 2 

0.241 9 124.4653 Scotland   
*0.182 9 124.4273  
0.151 10 124.4330 Log household income 
0.126 11 124.4465 Rural 

Note: The parameters in bold (*) correspond to the lambda selected by cross-
validation. Estimation sample size: 1,372.  

 

 

Table 3: CV mean prediction error and selected predictors across knots: any GP 
visit (Wave 13). 
 

Lambda No. of 
nonzero coef. 

CV mean 
prediction 

error 
Selected predictors 

0.0602 1 0.24339 Allostatic load 
0.0500 2 0.24236 Initial diagnosed health condition: none 
0.0345 3 0.24065 Male*Allostatic load 
0.0314 4 0.24037 Biological age 
0.0261 5 0.23997 Rural 
0.0238 6 0.23980 Male 
0.0136 7 0.23877 Not rented home 
0.0113 8 0.23859 Log household income 
0.0094 9 0.23849 England  
*0.0041 9 0.23829  
0.0025 10 0.23834 Chronological age  
0.0009 11 0.23856 Wales 

Note: The parameters in bold (*) correspond to the lambda selected by cross-
validation. Estimation sample size: 1,630.  

 

 

 

 



 
 

 
 

19 

 

Table 4: CV mean prediction error and selected predictors across knots: OP visits 
(Waves 7-13). 
 

Lambda No. of 
nonzero coef. 

CV mean 
prediction 

error 
Selected predictors 

2.1399 1 111.079 Allostatic load 
1.9498 2 110.220 Chronological age 
1.6187 3 108.587 Initial diagnosed health condition: none 
0.5817 5 104.473 Chronological age squared;  

Not rented home 
0.4830 7 104.206 Secondary/above education;  

Wave 2 
0.3329 8 103.730 Wales 
0.3033 9 103.651 Male*Allostatic load 
0.2518 10 103.551 Male 
0.2295 11 103.512 Log household income 
0.1313 12 103.362 England  
0.1090 13 103.337 Rural 
*0.0825 13 103.325  
0.0568 14 103.361 Biological age 
0.0224 14 103.443  
Note: The parameters in bold (*) correspond to the lambda selected by cross-
validation. Estimation sample size: 1,373.  

 

 

Table 5: CV mean prediction error and selected predictors across knots: any OP 
visit (Wave 13). 
 

Lambda No. of 
nonzero coef. 

CV mean 
prediction 

error 
Selected predictors 

0.0548 2 0.23853 Chronological age; 
Male*Allostatic load  

0.0344 3 0.23617 Allostatic load 
0.0237 4 0.23545 Initial diagnosed health condition: none 
0.0180 5 0.23524 Male 
0.0149 6 0.23515 Rural 
*0.0103 6 0.23503  
0.0078 7 0.23510 Biological age 
0.0065 8 0.23519 Not rented home 

Note: The parameters in bold correspond to the lambda selected by cross-validation. 
Estimation sample size: 1,632. 
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Tables 6 and 7 present the results for IP care. Overall, these results show that 
baseline biological age and its squared term, current health (allostatic load) and 
(absence) of existing health conditions are predictors of IP care 5-12 years later on. 
On the other hand, chronological age at baseline is not selected as a predictor of IP 
care. Moreover, unlike GP and OP visits, the LASSO estimator results in much 
more parsimonious specifications for IP care as only education and household 
income (if any) are selected from our set of demographic and socio-economic 
predictors.  
 

Table 6: CV mean prediction error and selected predictors across knots: any inpatient 
day (Waves 7-13). 
 

Lambda No. of 
nonzero coef. 

CV mean 
prediction error Selected predictors 

0.08211 1 0.209828 Biological age 
0.06817 2 0.207758 Allostatic load 
0.04698 3 0.204714 Secondary/above education 
0.03554 4 0.203257 Initial diagnosed health condition: none 
0.01853 5 0.201778 Biological age squared 
0.01689 6 0.201741 Log household income 
*0.01277 6 0.201721  
0.01164 7 0.201734 Rural  
0.00802 8 0.201961 Wave 2 
Note: The parameters in bold (*) correspond to the lambda selected by cross-
validation. Estimation sample size: 1,339.  

 

 

Table 7: CV mean prediction error and selected predictors across knots: any inpatient 
day (Wave 13). 
 

Lambda No. of 
nonzero coef. 

CV mean 
prediction error Selected predictors 

0.0247 1 0.060968 Biological age 
0.0171 2 0.060689 Allostatic load 
0.0107 3 0.060564 Biological age squared 
*0.0081 3 0.060537  
0.0061 4 0.060555 Male 
0.0056 5 0.060567 Wales 
Note: The parameters in bold (*) correspond to the lambda selected by cross-
validation. Estimation sample size: 1,626.  
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Figure 2 presents the penalized LASSO coefficient estimates for the selected 
variables of interest (i.e., allostatic load, chronological age, biological age and 
initial health conditions — depending on whether they are relevant to each 
particular model). Overall, the coefficient signs are as expected. The absence of 
initial diagnosed health conditions has a negative sign for all GP, OP and IP 
prediction models. Allostatic load, with higher values indicating worse underlying 
health at baseline, has a positive sign across all our health care prediction models; 
interaction terms with gender show that the predictive role of allostatic load at 
baseline is more pronounced for males in the case of GP and OP visits 5-12 years 
later. Higher biological age at baseline positively predicts both our GP consultation 
outcomes 5-12 years later; non-linearities are observed for our IP outcomes, with 
the square polynomials in biological age showing a stronger predictive role for 
those who are biologically older at baseline. Finally, the square polynomials in 
chronological age for OP care models suggest that chronological age at baseline 
exerts a stronger predictive role for subsequent OP care utilisation 5-12 years 
later, the older someone is at baseline.  
 

The results so far show that biological, rather than chronological, age at baseline 
is selected for GP consultations and IP care 5-12 years later. On the other hand, 
chronological rather than biological age at baseline is selected for the prediction of 
future OP care. To show the predictive role of biological age for GP and IP care, 
post-selection predictions are computed using both biological age and also when 
the prediction models are re-estimated replacing biological with chronological age. 
The pattern of these predictions obtained at different levels of biological or 
chronological age (depending on whether z-scores of chronological or biological age 
is included as predictor) are compared in Figure 3. It seems that the divergence 
between the predictions at z-scores of biological (blue lines) and chronological age 
distribution (red lines) are more pronounced for IP care at the right tails.  
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Figure 2: Penalized coefficients for the selected set of (standardized) predictors: GP, OP and IP care.  
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Figure 3: Post-selection predictions across biological and chronological age: GP 
consultations and IP care.  
 

 
 

 

Table 8 compares the Shapley decompositions of the R-squared from the prediction 
models (with biological or chronological age) used to obtain the predictions in 
Figure 3. For GP consultations, allostatic load and initial health conditions make 
the dominant contributions; estimating the corresponding prediction models that 
replace biological age with chronological age has little impact on the overall 
decomposition. However, for IP care, biological age is the dominant factor, 
accounting for about 43 per cent of the explained variation; when IP prediction 
models are estimated with biological age replaced with chronological age, this 
share declines (to 33 per cent) and there is a corresponding increase in the share 
of allostatic load. This suggests that, in terms of predicting IP care, biological age 
does a better job of picking up the underlying morbidity than chronological age. 
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Table 8. Shapley decomposition of R2 for post-selection linear regressions (with 
biological age and when replaced with chronological age): GP visits and IP care.    

 With biological age With chronological age 
 Percentage 

contribution 
 Percentage 

contribution 
 

Panel A. Number of GP visits (Waves 7-13)  
Age 8.44  6.87  
Allostatic load 38.11  39.25  
No initial health condition 26.48  26.81  
Male 11.38  11.25  
Secondary/above education 5.35  5.45  
Not rented home 7.41  7.55  
Scotland   0.57  0.55  
Wave 2 2.26  2.27  
Panel B. Probability of any inpatient day (Waves 7-13)  
Age 42.52  33.23  
Allostatic load 25.58  30.36  
No initial health condition 11.44  13.05  
Secondary/above education 15.98  18.24  
Log household income 4.48  5.12  

 
 
 

4.2  Robustness checks 

 
As a sensitivity analysis, regarding the selection of the biological ageing measure, 
we include all of the biological ageing measures described above (“Horvath”, 
“Hannum”, “Lin”, “DunedinPACE” and “PhenoAge”) in the pool of potential 
predictors. Specifically, we estimate separate LASSO models for each of our 
cumulative GP consultations, OP visits and IP days including all five biological 
ageing measures (“Horvath”, “Hannum”, “Lin”, “DunedinPACE”, and “PhenoAge”) 
along with the covariates including in our study. Table A.3 (Appendix) provides a 
summary table for the selected predictors (listed in order of selection at different 
knots) from LASSO models accounting for our full set of five epigenetic biological 
age measures. Overall, sensitivity analysis results confirm the use of “PhenoAge” 
as the main biological age measures in our analysis; specifically, “PhenoAge” is the 
selected biological age measure (from all five different biological age measures 
accounted for) for LASSO models that minimize the out-of-sample prediction 
errors for the cumulative GP consultations and IP days (i.e., the health care 
utilisation measures for which base-case results show that that biological age is a 
selected predictor among others).  
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These results are consistent with the existing literature as “PhenoAge” is a second-
generation biological age measure that captures ageing process beyond 
chronological age, the different mortality and morbidly risks among individuals of 
the same chronological age and, as such, considered a biomarker of biological 
ageing (Zavala et al., 2024). Moreover, “PhenoAge” captures risk across multiple 
tissues and outperforms the “Lin” biological age measure and the first generation 
(“Horvath” and “Hannum”), which unlike the second-generation measures are 
trained to solely predict chronological age (Levine et al., 2018).   
 
We conduct sensitivity analysis for the robustness of our findings to the number of 
folds used for the K-fold cross-validation. Typically, a larger number of folds 
implies that the training set size increases so bias decreases; at the same time 
however, the fitted models are more likely to overlap and, thus, the test set 
predictions are more highly correlated leading to greater variance in the estimate 
of the expected prediction error. It has been argued that the most commonly used 
in empirical research 10-fold (as in our base-case analysis) provides a good balance 
between bias and variance (Cameron and Trivedi, 2022). Robustness checks 
estimating LASSO models using 5 or 20 CV folds suggest no changes to our base-
case results on whether or not the variables of interest (i.e., chronological age, 
biological age, initial health conditions and allostatic load) are selected for the 
prediction model; for comparison purposes with the base-case results in Tables 2-
7, Tables A.4-A.6 (Appendix) provide summaries of the selected predictors (listed 
in order of selection at different knots) for the LASSO models that use 5 or 20 CV 
folds and minimize the out-of-sample prediction errors. 
 
As an additional sensitivity analysis, we re-run our prediction models using 
adaptive LASSO, rather than CV, to select the tuning parameter.  These models 
result in a more parsimonious set of predictors (in some cases) - this is expected 
because adaptive LASSO models typically have fewer nonzero coefficients (Zou, 
2006). However, adaptive LASSO results in no changes in the selected set of 
predictors of interest (i.e., chronological age, biological age, initial health 
conditions and allostatic load) compared to the corresponding base-case CV LASSO 
models. Tables A.4-A.6 (Appendix) provide summary tables for the selected 
predictors from the adaptive LASSO models. It should be noted that our main 
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results remain based on CV LASSO models because they are widely employed 
when the goal is prediction - the main scope of the analysis in our study.  
 

For consistency across all health care utilisation outcomes, our base-case models 
are estimated using linear specifications. Robustness checks using probit LASSO 
(for our dichotomous health care utilisation outcomes) and Poisson LASSO (for our 
cumulative number of GP or OP consultations) results in identical sets of selected 
predictors as the base-case linear LASSO models presented in the study (Tables 
A.4-A.6, Poisson LASSO and Probit LASSO columns, as compared to Tables 2-7).   
 
Our health care utilisation outcomes from Waves 7-13 include part of the COVID-
19 period (2020-2022); to alleviate concerns on whether our prediction results are 
contaminated by the effect of the COVID-19 outbreak, we conduct sensitivity 
analysis using cumulative GP consultations, OP visits as well as measures on 
whether people experience any IP day based on Wave 7 (2015-2016)- Wave 10 
(2018-2019) – a period that excludes the COVID-19 outbreak in the UK. The 
results of this sensitivity analysis (available upon request) are similar to our base-
case results, further confirming the conclusions of our study. 
 
 

5 Conclusion  

 
In this study we use supervised machine learning techniques to explore whether 
biological age enhances our ability to predict future health care utilisation 5 to 12 
years from baseline. Capitalising on recent advances in survey data incorporating 
epigenetic ageing measures, we study whether biological ageing plays a predictive 
role, over and above chronological age, current (allostatic load) and pre-existing 
underlying health status as well as baseline demographic and socio-economic 
correlates.  
 
We find that pre-existing diagnosed chronic health conditions and/or current 
baseline underlying health, proxied by allostatic load, contribute to the prediction 
of health care demand for GP consultations, OP visits, and IP care. After 
accounting for these predictors along with baseline demographics and socio-
economic factors, we find that biological rather than chronological age matters for 
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the prediction of GP consultations and IP care 5-12 years from baseline, while 
chronological and not biological age predicts future OP care. Post-selection 
prediction analysis and Shapley-Shorrocks decompositions for GP and IP care 
suggest that biological age has a stronger role in the IP care prediction models 
rather than “NHS gatekeeping” GP visits.  
 
These results confirm exiting evidence on the role of baseline underlying health, 
proxied by allostatic load, to future health care utilisation (Davillas and Pudney, 
2020a) and extend evidence on their predictive role when biological ageing 
measures are also accounted for. Our findings show that biological age can predict 
the more intense and severe cases that result in IP care as well as “NHS 
gatekeeping” GP consultations. On the other hand, the fact that chronological age 
is a predictor of the typically more routine procedures (including diagnostics), 
which are delivered as OP care, may reflect dependency of the diagnostic referrals’ 
decisions by patients chronological age (e.g., di Martino et al., 2023; Marx et al., 
2022).  
 
Our findings on the predictive role of biological ageing over and above underlying 
baseline health may be useful for tailored preventive interventions. Effective 
targeting of those with accelerated biological ageing could identify better the 
population groups with the highest potential of future healthcare needs and costs. 
Recent technical developments have expanded the options for obtaining epigenetic 
biological ageing measures with dried blood spots collected on filter paper, 
providing an accurate, low-cost and easy implemented alterative to the 
conventional venipuncture procedure (Ryan, 2021). Given these technical 
improvements our results may contribute to considerations of the cost-
effectiveness of screening programs based on biological ageing. Moreover, our 
findings on the independent predictive role of biological as opposed to chronological 
age may be relevant to the design of capitation-based payments that are used to 
allocate GP budgets in a number of countries (Brilleman et al., 2014, Sibley and 
Glazier, 2012, Shepherd, 2017). Developing capitation payments that more closely 
approximate the expected future health care utilisation in primary care, by 
including patient-level data on their underlying health as well as biological ageing, 
may reduce incentives for providers to engage in “cream-skimming”.  
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Appendix: additional tables and 
figures 
 

Table A.1: Summary statistics for the predictors: working sample versus the full original sample.  
 
 Maximum working 

sample‡ 
UKHLS (wave 2) & 

BHPS (wave 3) ‡‡ 
 Mean Obs. Mean Obs. 
Initial diagnosed health condition: none†  0.642 1,632 0.615 43,528 
Initial diagnosed health condition: present† 0.358 1,632 0.385 43,528 
Allostatic load# -0.491 1,632 -0.355 8,334 
Chronological age##  52.489 1,632 51.008 20,283 
Biological age###   44.322 1,632 45.313 3,591 
Female† 0.563 1,632 0.541 43,528 
Male† 0.437 1,632 0.459 43,528 
Log household income 7.382 1,632 7.242 43,528 
Secondary/above education† 0.830 1,632 0.747 43,528 
No/basic education† 0.170 1,632 0.253 43,528 
Non rented home† 0.862 1,632 0.720 43,528 
Rent home† 0.138 1,632 0.280 43,528 
England†  0.820 1,632 0.803 43,528 
Wales† 0.086 1,632 0.089 43,528 
Scotland† 0.094 1,632 0.108 43,528 
Rural† 0.290 1,632 0.250 43,528 
Urban† 0.710 1,632 0.750 43,528 
Wave 2† 0.618 1,632 0.787 43,528 
Wave 3† 0.382 1,632 0.213 43,528 
† Dichotomous variable.  
‡ Estimation sample as in Table 1; represents the pooled sample of Wave 2 (UKHLS)/ Wave 3 (BHPS) 
respondents that are followed up at subsequent waves, to obtain future health care use measures, and 
constrained having non-missing information on the explanatory covariates, on allostatic load, and on biological 
age. The exact estimation sample (for each health care utilisation regression model) depends on item 
missingness for the health care utilisation measures.   
‡‡ The full pooled sample of Wave 2 (UKHLS)/ Wave 3 (BHPS) respondents from which the restricted working 
samples are originated; these are pooled data from the main wave 2 (UKHLS sample) and wave 3 (BHPS 
sample) without imposing any of the restrictions as described above (including restriction to participate in the 
nurse visits that follow up the corresponding main waves). 
# The mean of allostatic load for the full sample is calculated for a sub-sample of the full sample that is 
constituted by those individuals who have completed the nurse visits and with no missing data on all 
biomeasures used to create allostatic load (8,304 respondents).  
## The mean of chronological age for the full sample is available only for those who  have participated in the 
nurse visits conducted 5 months on average after the corresponding main waves 2/3 (for direct comparison 
purposes to the biological age variable that is based on blood-samples collected at nurse visits too). 
### The mean of biological age for the full sample is calculated for the maximum available sample with valid 
epigenetic data (3,591 respondents).  
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Table A.2: Summary statistics: estimation sample versus comparisons sample (without conditioning 
on biological age).  
 
 Estimation sample‡ Comparison sample  

(without conditioning on 
biological age)‡‡ 

 Mean Obs. Mean Obs. 
Health care utilisation outcomes     

GP visits (Waves 7-13) 15.590 1,372 16.067 3,818 
Outpatient visits (Waves 7-13) 10.083 1,373 9.913 3,827 
Any inpatient day (Waves 7-13)† 0.302 1,339 0.294 3,705 
Any GP visit (Wave 13)† 0.580 1,630 0.591 4,587 
Any outpatient visit (Wave 13)† 0.394 1,632 0.395 4,592 
Any inpatient day (Wave 13)† 0.065 1,626 0.064 4,573 

Predictors      
Initial diagnosed health condition: none†  0.642 1,632 0.629 4,594 
Initial diagnosed health condition: present† 0.358 1,632 0.371 4,594 
Allostatic load -0.491 1,632 -0.618 4,594 
Chronological age  52.489 1,632 50.640 4,594 
Biological age  44.322 1,632 - - 
Female† 0.563 1,632 0.564 4,594 
Male† 0.437 1,632 0.436 4,594 
Log household income 7.382 1,632 7.396 4,594 
Secondary/above education† 0.830 1,632 0.834 4,594 
No/basic education† 0.170 1,632 0.166 4,594 
Non rented home† 0.862 1,632 0.844 4,594 
Rent home† 0.138 1,632 0.156 4,594 
England†  0.820 1,632 0.850 4,594 
Wales† 0.086 1,632 0.063 4,594 
Scotland† 0.094 1,632 0.087 4,594 
Rural† 0.290 1,632 0.269 4,594 
Urban† 0.710 1,632 0.731 4,594 
Wave 2† 0.618 1,632 0.714 4,594 
Wave 3† 0.382 1,632 0.286 4,594 
† Dichotomous variable.  
‡ Estimation sample as in Table 1; represents the pooled sample of Wave 2 (UKHLS)/ Wave 3 (BHPS) 
respondents that are followed up at subsequent waves, to obtain future health care use measures, and 
constrained having non-missing information on the explanatory covariates, on allostatic load, and on biological 
age. The exact estimation sample (for each health care utilisation regression model) depends on item 
missingness for the health care utilisation measures.   
‡‡ Pooled Wave 2 (UKHLS)/ Wave 3 (BHPS) respondents that are followed up at subsequent waves, to obtain 
future health care use measures, and constrained having non-missing information on the explanatory 
covariates and on allostatic load. As opposed to the estimation sample, this sample does not condition on the 
availability of biological age data.  
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Table A.3: Selected predictors listed in order of selection: sensitivity analysis using all five epigenetic 
biological age measures.   
 

 
GP visits (Waves 7-13) 

 

 
Outpatient visits (Waves 7-13) 

 
Any inpatient day  

(Waves 7-13) 
 

Allostatic load Allostatic load “PhenoAge” 
Initial diagnosed health condition: 

none Chronological age Allostatic load 

Male Initial diagnosed health condition: 
none Secondary/above education 

Not rented home Wave 2 Initial diagnosed health condition: 
none 

Secondary/above education Secondary/above education 
Not rented home “PhenoAge” squared 

Wave 2 
 Wales Log household income 

Male*allostatic load Male - 
“PhenoAge” Male*Allostatic load - 

- England - 
- Log household income  
- Rural - 
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Table A.4: Selected predictors listed in order of selection: sensitivity analysis for GP visits. 
 

 
Panel A: GP visits (Waves 7-13) 

 
5 CV folds 20 CV folds Adaptive LASSO Poisson LASSO 

Allostatic load Allostatic load Allostatic load Allostatic load 
Initial diagnosed health 

condition: none 
Initial diagnosed health 

condition: none 
Initial diagnosed health 

condition: none 
Initial diagnosed health 

condition: none 
Male Male Male Male 

Not rented home Not rented home Not rented home Not rented home 
Secondary/above education Secondary/above education Wave 2 Secondary/above education; 

Male*Allostatic load 
Wave 2; 

Biological age; 
Male*Allostatic load 

Wave 2; 
Biological age; 

Male*Allostatic load 

Secondary/above education Wave 2; 
Biological age 

Scotland Scotland Biological age Scotland 
- - Male*Allostatic load - 

 
Panel B: Any GP visit (Wave 13) 

 
5 CV folds 20 CV folds Adaptive LASSO Probit LASSO 

Allostatic load Allostatic load Initial diagnosed health 
condition: none 

Allostatic load 

Initial diagnosed health 
condition: none 

Initial diagnosed health 
condition: none 

Allostatic load Initial diagnosed health 
condition: none 

Male*Allostatic load Male*Allostatic load Rural; 
Biological age 

Biological age; 
Male*Allostatic load 

Biological age Biological age Male Rural 
Rural Rural Male*Allostatic load Male 
Male Male Not rented home Not rented home 

Not rented home Not rented home England Log household income 
Log household income Log household income - England 

England - - - 
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Table A.5: Selected predictors listed in order of selection: sensitivity analysis for outpatient visits. 
 

 
Panel A: Outpatient visits (Waves 7-13) 

 
5 CV folds 20 CV folds Adaptive LASSO Poisson LASSO 

Allostatic load Allostatic load Chronological age Allostatic load 
Chronological age Chronological age Allostatic load Chronological age 

Initial diagnosed health 
condition: none 

Initial diagnosed health 
condition: none 

Initial diagnosed health 
condition: none 

Initial diagnosed health 
condition: none 

Not rented home; 
Chronological age squared 

Not rented home; 
Chronological age squared 

Wave 2 Not rented home 

Wave 2; 
Secondary/above education 

Wave 2; 
Secondary/above education 

Not rented home; 
Chronological age squared 

Wave 2 

Wales Wales Wales Secondary/above education 
Male*Allostatic load Male*Allostatic load Log household income Chonological age squared 

Male Male - Male*Allostatic load 
Log household income Log household income - Wales 

- England - Male 
 Rural - Log household income 
- - - England 
- - - Rural 

 
Panel B: Any outpatient visit (Wave 13) 

 
5 CV folds 20 CV folds Adaptive LASSO Probit LASSO 

Chronological age; 
Male*Allostatic load 

Chronological age; 
Male*Allostatic load 

Chronological age 
 

Chronological age; 
Male*Allostatic load 

Allostatic load Allostatic load Male*Allostatic load Allostatic load 
Initial diagnosed health 

condition: none 
Initial diagnosed health 

condition: none 
Initial diagnosed health 

condition: none 
Initial diagnosed health 

condition: none 
Male Male Male Male 
Rural Rural Rural Rural 
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Table A.6: Selected predictors listed in order of selection: sensitivity analysis for inpatient days. 
 

 
Panel A: Any inpatient day (Waves 7-13) 

 
5 CV folds 20 CV folds Adaptive LASSO Probit LASSO 

Biological age Biological age Biological age Biological age 
Allostatic load Allostatic load Allostatic load Allostatic load 

Secondary/above education Secondary/above education Secondary/above education Secondary/above education 
Initial diagnosed health 

condition: none 
Initial diagnosed health 

condition: none 
Initial diagnosed health 

condition: none 
Initial diagnosed health 

condition: none 
Biological age squared Biological age squared Biological age squared Log household income 
Log household income Log household income - Biological age squared 

 
Panel B: Any inpatient day (Wave 13) 

 
5 CV folds 20 CV folds Adaptive LASSO Probit LASSO 

Biological age Biological age Biological age Biological age 
Allostatic load Allostatic load Allostatic load Allostatic load 

Biological age squared Biological age squared Biological age squared Biological age squared 
    

 

 
 

Figure A.1: Distributions of cumulative GP and OP visits (Waves 7-13) 
 

  
 

 


